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Abstract 

 

Accurate in-season corn yield forecasting is critical for supporting timely and management-relevant 

decision-making throughout the growing season. Despite the fact that crop development varies substantially 

across years, locations, and management practice, prior studies focused on machine learning approaches 

aggregate weather variables using fixed calendar intervals. Since environmental stresses can affect corn 

growth differently depending on the physiological growth stage at which they occur, fixed-interval 

aggregation methods often fail to capture the nonlinear, stage-dependent crop dynamics that ultimately 

determine yield outcomes. To address this limitation, this study proposes a growth-centric weather 

aggregation framework in which key meteorological parameters, including Growing Degree Days (GDD), 

precipitation, and Photosynthetically Active Radiation (PAR), are aligned with ground-truth corn growth 

stages to estimate yield. These stage-aligned weather sequences were then used as inputs to an attention-

based Bidirectional Long Short-Term Memory (Bi-LSTM) model to learn the relative importance of 

environmental conditions across developmental stages while predicting in-season corn yield estimates at 

the V3, V9–VT, R1, R2, and R5 growth stages. Field-scale datasets collected from three Ohio research 

stations (Western, Northwest, and Wooster) during the 2023–2025 growing seasons were used to evaluate 

the proposed framework. Model robustness and generalizability were assessed using Leave-One-Planting-

Date-Out (LOPO), Leave-One-Location-Out (LOLO), and Leave-One-Year-Out (LOYO) cross-fold 

validation strategies. Results show progressively improved prediction accuracy as additional stage-wise 

weather information became available throughout the growing season, with the lowest prediction errors 

consistently observed near physiological maturity (R5). Among the validation frameworks, the LOPO 

strategy produced the strongest overall performance, achieving an average MAE of 2.14 Mg/ha during the 

final prediction window (VE to R5), while full-season MAEs across planting-date evaluations ranged from 

1.87 to 2.86 Mg/ha. Overall, the proposed phenology-aligned framework provides a scalable foundation for 

integrating weather-driven machine learning models into precision agricultural management and real-time 

decision-support systems.  
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1. Introduction 

Corn is one of the most important field crops in the U.S. agricultural production system, with 

approximately 39.9 million hectares planted and nearly 431.9 million metric tons of corn grain produced in 

2025 [1]. As global food demand increases and climate conditions become more variable, data-driven 

decision-making is becoming essential to maximize crop productivity while maintaining environmental 

sustainability.  Although corn yields have steadily increased over the years due to advancements in breeding 

technologies, improved management practices, and mechanization, with an average yield of 11.71 Mg/ha 

in 2025, federal assessments of precision agriculture continue to emphasize the importance of site-specific, 

data-driven management for improving production efficiency and reducing input costs through timely 

collection and use of farm data. Accurate in-season corn yield estimation is particularly important for 

precision management because it can support timely decisions related to scouting intensity, nutrient and 

irrigation management, disease-risk mitigation, harvest logistics, and broader operational and economic 

planning before final yield is realized.  These realities make field-relevant in-season corn yield estimation 

an important engineering and agricultural data science problem.  

 In recent years, machine-learning research has advanced crop-yield prediction substantially, but 

much of the literature on corn has focused on large spatial units (e.g., county, watershed, state) rather than 

field-relevant management scales. For instance, Jeong et al. [2] applied random forest regression to predict 

wheat, corn, and potato yield at global and regional scales using climate and biophysical variables, 

outperforming multiple linear regression benchmarks. While Shahhosseini et al. [3] developed a machine 

learning ensemble framework to forecast corn yield across three US Corn Belt states using in-season 

weather data, achieving a relative root mean square error of 9.5% at a larger scale.  Those studies show that 

machine learning can capture nonlinear yield responses, but they were primarily developed for policy, 

regional forecasting, or broad agroclimatic assessment rather than plot- or field-environment management 

decisions. A field-scale study is important mainly because farmers make decisions at the field level and 

regional averages are not sufficiently informative for effective and timely field management [4–6].  
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A second limitation of much prior work is temporal aggregation. Many yield-prediction studies 

have used daily, weekly, biweekly, or monthly windows, or applied a common growing-season definition 

across locations and years [2,3,7,8]. While such approach can be statistically convenient, it does not reflect 

the fact that corn development shifts with planting date, hybrid maturity, temperature accumulation, and 

environment. The same weather event can also have very different consequences depending on whether it 

occurs during early vegetative growth, tasseling, silking, or grain filling. Recent corn-yield research has 

shown that phenology-based windows can improve predictive accuracy over fixed growing-season 

definitions, while agronomic studies continue to show that water and heat stress during the reproductive 

period can be far more damaging than similar stress during vegetative growth. Currently, very few in-season 

yield studies have explicitly accounted for growth stages in their modeling. 

Prior studies have identified precipitation, Growing Degree Days (GDD), and Photosynthetically 

Active Radiation (PAR) as critical environmental parameters that are strongly associated with crop growth 

and yields. Building on the need for field-relevant, in-season yield estimation, this study addresses key 

limitations of previous work by aligning weather inputs with observed crop development in multiyear and 

multilocation research trials. This phenology-driven framework is particularly important for in-season yield 

forecasting for two major reasons. First, phenology-aligned aggregation improves interpretability because 

prediction windows can be tied directly to known management periods and stage-specific crop sensitivity. 

In this study, yield forecasting was designed around management-relevant windows including V3, V9-V18, 

VT, R1, and R5, which correspond broadly to stand and weed evaluation, midseason stress and disease 

planning, pollination-risk monitoring, reproductive protection, and harvest planning.  Second, field-scale 

yield forecasting is often constrained by limited and highly localized datasets. Incorporating data across 

multiple years, locations, planting dates, and hybrids exposes the model to a broader range of environmental 

and management conditions, improving model robustness and enhancing its potential transferability across 

production environments. The objectives of this study were therefore to: 
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1) develop a phenology-aligned weather aggregation framework for in-season corn yield prediction using 

observed growth stages from planting through maturity; 

2) train and evaluate machine learning models for forecasting yield at five management-relevant 

prediction windows during the season, and  

3) quantify the value of phenology alignment by comparing the proposed approach against a matched 

calendar-window baseline. 

 

2. Materials and Methods 

2.1 Study Area 

Field trials were conducted from 2023 through 2025 at three research locations of the Ohio State 

University in Ohio: (i) Western Station in Clark County, (ii) the Northwest Station in Wood County, and 

(iii) the Wooster Campus in Wayne County (Figure 1a). Across years, planting dates ranged from mid-

April to mid-June and represented five classes: ultra-early, early, optimal, late, and very late. Four hybrids 

(H1, H2, H3, and H4) with reported relative maturities of 100, 107, 111, and 115 days were included, 

creating variability in yield distribution across each location. Trials followed a split-plot randomized 

complete block design with four replicates per treatment. Each plot measured about three meters wide, 

containing four corn rows spaced 0.76 meters (30 inches) apart, and approximately 9.1 meters long at the 

Western and Wooster sites, while the Northwest site plots extended approximately 21.3 meters. 
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Figure 1. (a) Three corn fields at OSU research station locations in Ohio: Northwest, Western, and Wooster. 

The five different planting date treatments for each year are mentioned in the legend; (b) seasonal variability 

of weather variables (GDD, precipitation, and PAR) alongside mean yield across study sites and years; and 

(c) number of plots considered for in-season model from each location and year (the number of plots not 

considered due to data quality issues is shown in parentheses). 

2.2 Phenological Observations and Stage Alignment  

Corn growth stage data were recorded approximately weekly using standard vegetative and 

reproductive staging guidelines across all three locations, and then translated into an ordinal scale in which 

planting=0, VE=1, successive vegetative stages advanced numerically (V1-V8 corresponded to 2-9, V9-

V18 all map to 10), VT=11, and R1-R6 corresponded to 12-17. The stages between V9 and V18 are all 

mapped to a single numeric value to make the growth stage duration similar to other stages. Since 

observations were not recorded daily, linear interpolation was applied between consecutive observation 

dates to create a daily stage trajectory for each plot of management unit, thereby enabling daily weather 
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records to be aligned to the estimated crop stage on every day of the season. This interpolation step is central 

to the study because it converts weather from a calendar sequence into a phenological sequence.  

2.3 Weather Data and Feature Engineering 

Daily weather data, including GDD, precipitation, and Solar Radiation, were obtained from the 

College of Food, Agriculture, and Environmental Sciences (CFAES) Weather System, while 

photosynthetically active radiation (PAR) data were collected using PAR sensors installed at each site 

(Figure 1b). Because PAR sensors were installed after the start of the growing season, PAR measurements 

were unavailable for the early-season period. To address this limitation, missing PAR values were estimated 

using linear regression models developed from concurrent on-site measurements of PAR and CFAES 

weather system’s solar radiation data. Specifically, periods when both variables were available were used 

to establish a linear relationship between PAR and solar radiation, which was then applied to estimate the 

missing PAR observations (Eq. 1). For GDD, rather than the conventional ((Tmax + Tmin)/2 – Tbase) 

approximation, daily mean temperature was computed directly from 5-minute observations (n = 288 per 

day) averaged over each 24-hour period, providing a closer approximation to the true integrated daily mean. 

𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒𝑑 𝑃𝐴𝑅 = 𝑚 ×  𝑆𝑜𝑙𝑎𝑟 𝑅𝑎𝑑𝑖𝑎𝑡𝑖𝑜𝑛 + 𝑏  (Eq. 1) 

These weather variables were aggregated within each defined corn growth stage to capture the 

cumulative weather conditions influencing corn development and were subsequently used as inputs for the 

in-season yield estimation model. This phenology-based approach transformed the daily weather time series 

into a sequence of stage-specific feature vectors, corresponding to 17 distinct corn growth stages, ranging 

from VE through R6.  Specifically, the five prediction windows correspond to V3, V9–V18, VT, R1, and 

R5, which in corn are typically reached at approximately 15–20, 45–60, 60–70, 70–80, and 100–120 days 

after planting, respectively. These five key growth stages correspond to critical crop management decision 

periods [9], including V3 (herbicide and side-dress applications), V9–V18 (disease management planning), 

VT (pest management), R1 (fungicide application), and R5 (harvest planning). 
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For most environmental variables, cumulative values within each growth stage were used to 

characterize seasonal crop exposure. Precipitation, however, was treated differently because short-term 

water availability often has a more immediate effect on plant physiological processes than seasonal totals 

alone. Instead of cumulative precipitation, 7-day and 14-day rolling averages were computed to better 

represent short-term moisture availability. These rolling metrics served as proxies for plant-available water 

by capturing the carryover of moisture from prior days into the current growth stage, which cumulative 

precipitation of a single stage fails to represent. 

2.4 Yield Data 

Corn yield data, measured in bushels/acre and normalized for 15.5% standard moisture content, 

were collected for each treatment plot at harvest (~R6) across all research sites and growing seasons. Prior 

to model development, the dataset were preprocessed to reduce the influence of non-representative 

observations, potentially associated with measurement inconsistencies or anomalous field conditions. 

Specifically, plots affected by disease or animal infestations that significantly affected yield were removed 

from the analyses. The total number of plots considered from each location after preprocessing is 

summarized in Figure 1c. 

2.5 Attention-Based Bi-directional LSTM Model Architecture 

Given the time-series nature of the input datasets, an attention-based bidirectional long short-term 

memory (BiLSTM) [10] architecture was implemented to model the relationship between stage-wise 

weather variables and in-season corn yield at five specific corn growth stages. The BiLSTM framework 

can capture temporal dependencies across growth stages while accounting for the cumulative influence of 

earlier weather conditions on corn development and final yield. The model architecture consisted of the 

following components: 

• Input Layer: Receives sequential feature vectors representing weather conditions aggregated for each 

corn growth stage. 
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• Hidden Layers: Two stacked bidirectional LSTM layers, each with 64 hidden units. By processing the 

sequence in both forward and backward directions, the model captures relationships among weather 

conditions across earlier and later growth stages,  yielding a 128-dimensional output per timestep after 

concatenation. 

• Attention Mechanism: An attention layer was incorporated to weigh the importance of different 

growth stages and allow the model to learn which developmental periods are more impactful on the 

final yield. 

• Output Layer: A fully connected linear layer (128→1) converts the attention-weighted context vector 

to a single continuous corn yield prediction expressed in bushels per acre. Corn yield predictions were 

subsequently converted from bu/acre to Mg/ha for reporting and analyses. 

• Regularization: To prevent overfitting and improve generalization, a dropout rate of 0.25 was applied 

between the stacked LSTM layers and before the final output layer. 

All models were trained on the Ohio Supercomputer Center (OSC) Pitzer cluster using a single 

compute node equipped with one GPU, 8 CPU cores, and 64 GB of RAM. The modeling framework was 

implemented in Python 3.12 using PyTorch for model construction and training, pandas and NumPy for 

data processing and manipulation, and scikit-learn for preprocessing utilities. To ensure reproducibility 

across experiments, all training runs used a fixed random seed. Each model was trained for up to 2,500 

epochs using a batch size of 8 and the Adam optimizer with a learning rate of 1×10⁻⁴. Model performance 

was optimized using an L1 loss function corresponding to Mean Absolute Error. Additionally, 10% of the 

training set was randomly selected as a validation split, and an early-stopping criterion with a patience of 

250 epochs (monitored on validation MAE) was applied to prevent overfitting and improve model 

generalization to unseen datasets (Figure 2).  
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Figure 2. Training and validation loss curves for the best-performing model configuration within (a) LOPO, 

(b) LOLO, and (c) LOYO cross-validation strategies.  

2.6 Cross-Validation Strategy 

To generate in-season yield estimates as corn development progresses throughout the growing 

season, five separate Bi-LSTM models were trained using cumulative stage-wise weather inputs according 

to growth stages 0-4, 0-10, 0-11, 0-12, and 0-16. To rigorously evaluate model robustness and 

generalizability across unseen environmental and management conditions, three cross-validation (CV) 

strategies were implemented: 

1. Leave-One-Planting-Date-Out (LOPO): Five planting-date treatments (ultra-early, early, optimal, 

late, and very late) were established at each location and each year. For each iteration, the model was 

trained using data from four planting dates and tested on the remaining unseen planting date. This 

approach assessed the model’s ability to generalize across temporal shifts in crop development caused 

by altered planting schedules and corresponding phenological changes. A total of 25 models were 

developed under this strategy (5 planting dates × 5 in-season prediction stages).  

2. Leave-One-Location-Out (LOLO): To evaluate spatial transferability, data from two locations were 

used for training and validation while the remaining location was reserved exclusively for testing. For 

example, models trained using data from the Wooster and Western sites were tested on the Northwest 

site. This strategy assessed the model’s ability to generalize across varying environmental conditions, 
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soil characteristics, and localized management practices. A total of 15 models were developed under 

this strategy (3 sites x 5 in-season prediction stages). 

3. Leave-One-Year-Out (LOYO): To assess temporal robustness across growing seasons, models were 

trained using data from two years and tested on the remaining unseen year (e.g., Train: 2023 and 2024; 

Test: 2025). This validation framework evaluated the model’s ability to generalize under interannual 

weather variability and differing seasonal stress conditions. Similar to LOLO, this strategy resulted in 

15 models (3 years × 5 in-season prediction stages). 

 

Model’s performance was evaluated using Mean Absolute Error (MAE), which quantifies the average 

magnitude of prediction error between observed and predicted corn yield (equation 2).  

𝑀𝐴𝐸 =  
1

𝑛
∑ |𝑦𝑖 − 𝑦𝑖

′|𝑛
𝑖=1   (Eq. 2) 

Where yi represents the observed ground truth yield for the i-th treatment plot, yi' represents the 

corresponding model-predicted yield, and n represents the total number of plots included in the evaluation 

dataset. A lower MAE indicates better performance in estimating corn yield. The overall methodological 

workflow used in this study is illustrated in Figure 3. 
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Figure 3. Overview of the complete methodology used for forecasting in-season corn yield using stage-

wise weather data aggregation. 

3. Results and Discussion 

3.1 Model Generalization Across Planting Dates 

Under LOPO cross-validation strategy, the models achieved moderate to strong predictive 

performance across unseen planting-date treatments, with average MAEs ranging from 2.14 to 2.93 Mg/ha 

across the test dataset (Figure 4a). Overall prediction accuracy improved progressively as additional stage-

wise weather information became available throughout the growing season. Although average MAE 

increased from 2.66 Mg/ha during the early-season prediction window (V3, Stage 0–4) to 2.93 Mg/ha by 

the V9-V18 prediction window (Stage 0–10), model performance consistently improved after this, 
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achieving the lowest average MAE of 2.14 Mg/ha (RMSE = 2.74 Mg/ha) during the final prediction window 

(R5, Stage 0–16), corresponding to a ~27% reduction in error relative to the V9-V18 prediction window. 

 

Figure 4. Observed vs. predicted yield for the best-performing model configuration within (a) LOPO, (b) 

LOLO, and (c) LOYO cross-validation strategies.  

Performance varied across individual planting-date treatments, indicating differences in 

environmental and phenological responses associated with altered planting schedules. Models tested on the 

reserved Planting Date 1 (PD1) datasets exhibited the strongest overall generalization capability, with an 

average MAE of 2.17 Mg/ha across all prediction windows . The single best-performing scenario occurred 

when PD1 was reserved for testing during the final prediction window (R5, Stage 0–16), yielding the lowest 

MAE of 1.87 Mg/ha. In contrast, Planting Date 5 (PD5, the very-late planting) represented the most 

challenging scenario, producing the highest average MAE across all prediction windows (3.15 Mg/ha) as 

well as the highest end-of-season MAE (2.86 Mg/ha).    

Despite substantial differences in weather conditions and developmental timing among planting-

date treatments, the relatively consistent performance across LOPO evaluations suggests that the 

phenology-based weather aggregation framework effectively captured temporal weather–yield 

relationships associated with shifts in planting schedules. The progressive reduction in prediction error 

throughout the season further highlights the importance of cumulative physiological and environmental 
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information for yield forecasting. Relative to the V3 prediction window (Stage 0–4), the model error 

increased by 0.14 Mg/ha (5.2%) at the VT stage (Stage 0–11) but decreased by 0.13 Mg/ha (4.7%) at the 

R1 stage (Stage 0–12), and 0.52 Mg/ha (19.6%) at the R5 stage (Stage 0–16).   These improvements indicate 

that the incorporation of additional weather information during critical reproductive stages substantially 

enhanced the model’s ability to estimate final grain yield, likely because reproductive development and 

grain filling are highly sensitive to environmental stress conditions. 

3.2 Model Generalization Across Locations 

Compared to the LOPO framework, the LOLO strategy produced lower predictive performance, 

indicating greater difficulty in generalizing across spatially distinct environments. During the V3 prediction 

window (Stage 0–4), the model achieved an average MAE of 2.91 Mg/ha across all held-out locations.  

Prediction accuracy initially improved as additional weather information from later vegetative stages was 

incorporated, with average MAE decreasing by 7.1% from 2.91 Mg/ha to 2.71 Mg/ha during the V9–V18 

prediction window (Stage 0–10). However, model performance declined slightly during the VT stage (0–

11), where average MAE increased to 3.06 Mg/ha. This temporary increase in prediction error may reflect 

increased spatial variability in reproductive-stage environmental stress responses across locations, 

particularly during tasseling, which is highly sensitive to heat and moisture conditions. 

As cumulative weather information from later reproductive stages became available, model 

performance improved again, resulting in an average MAE of 2.87 Mg/ha during the final prediction 

window (R5, Stage 0–16). This represented a 12.0% reduction in prediction error relative to the peak MAE 

observed at the R1 stage (Stage 0–12). The improved performance toward maturity suggests that 

incorporating weather conditions during grain filling and late reproductive development provided 

additional information necessary for more accurate yield estimation across heterogeneous environments. 

Among the three held-out location evaluations, the Wooster site exhibited the strongest spatial 

generalization performance, with an overall average MAE of 2.61 Mg/ha across all prediction windows and 

the lowest end-of-season MAE of 2.36 Mg/ha during the R5 prediction window (Stage 0–16) (Figure 4b). 
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These results indicate that weather–yield relationships learned from the Western and Northwest sites were 

relatively transferable to the Wooster environment. In contrast, the Western and Northwest sites represented 

more challenging testing scenarios, with overall average MAEs of 3.18 Mg/ha and 3.11 Mg/ha, 

respectively. The Western site produced the highest end-of-season MAE (3.24 Mg/ha) and the Northwest 

site exhibited the largest mid-season errors, peaking at 3.52 Mg/ha during the R1 prediction window (Stage 

0–12). The reduced performance at the Northwest location may indicate greater environmental or 

management variability relative to the training datasets, limiting the model’s ability to generalize spatially 

across unseen field conditions. 

3.3 Model Generalization Across Years  

Of the three cross-validation strategies, LOYO framework represented the most challenging 

generalization scenario because the model was required to predict yields for a completely unseen growing 

season using weather–yield relationships learned from other years (Figure 4c). Compared to both LOPO 

and LOLO evaluations, the LOYO approach resulted in the highest prediction errors, highlighting the 

substantial impact of interannual weather variability on field-scale corn yield forecasting. Variations in 

seasonal precipitation distribution, temperature extremes, and stress timing likely introduced environmental 

conditions that were not fully represented in the training datasets. 

During the V3 prediction window (Stage 0–4), the model achieved an average MAE of 3.52 Mg/ha 

across the three held-out years. Prediction error initially peaked during the V9–V18 prediction window 

(Stage 0–10) at an average MAE of 3.86 Mg/ha, then decreased modestly to 3.37 Mg/ha at VT (Stage 0–

11). The peak at Stage 0–10 likely reflects greater interannual variability in mid-vegetative weather 

conditions. This increase suggests that reproductive-stage environmental conditions differed substantially 

among years and were more difficult for the model to generalize across unseen seasonal patterns. In 

particular, stress events occurring near tasseling and silking likely altered yield responses in ways that were 

insufficiently captured by the limited temporal training data.  
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Despite the elevated mid-season prediction errors, model performance improved substantially as 

late-season weather information was incorporated. By the R5 prediction window (Stage 0–16), average 

MAE decreased by 14.7% to 3.29 Mg/ha, approaching the performance observed under the spatial cross-

validation (LOLO) framework. These results indicate that cumulative weather information during grain 

filling and physiological maturity provided critical signals that helped compensate for uncertainties 

introduced earlier in the season.  

Among the held-out years, the 2024 growing season produced the strongest overall model 

performance, with an average MAE of 3.20 Mg/ha across all prediction windows and the lowest end-of-

season MAE of 3.14 Mg/ha during the R5 prediction window (Stage 0–16). In contrast, the 2023 season 

was the most challenging during early-season prediction, yielding the highest V3 stage MAE of 3.58 Mg/ha. 

The 2025 growing season represented the most difficult mid-season prediction scenario, with MAE peaking 

at 4.22 Mg/ha during the VT prediction window (Stage 0–11).  

3.4 Comparative Performance Across Cross-Validation Strategies and Growth Stages  

Across all CV strategies, prediction accuracy generally improved as additional growth-stage-

specific weather information was incorporated into the model. This trend highlights the importance of 

cumulative environmental and physiological information for accurately estimating final corn yield. Early-

season prediction windows (0–4) consistently produced the highest prediction errors because corn yield is 

strongly influenced by environmental conditions occurring during mid- and late-season reproductive 

development, particularly heat and moisture stress during tasseling, silking, and grain filling. Consequently, 

weather information available during early vegetative growth alone was insufficient to fully characterize 

the crop’s eventual yield response. The best overall performance was consistently achieved during the final 

prediction window (0-16), corresponding to late reproductive development and physiological maturity. 

These improvements suggest that the phenology-based aggregation framework successfully captured 

cumulative crop responses to environmental conditions throughout the growing season, particularly during 

stress-sensitive reproductive stages. 
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The violin plots shown in Figure 5 further illustrate the distribution and variability of prediction 

errors across cross-validation strategies and growth-stage windows. Narrower violin distributions and lower 

median errors observed during later-stage prediction windows indicate improved model consistency and 

reduced uncertainty as additional weather and developmental information became available. In contrast, 

broader distributions observed during early prediction stages and under the LOYO framework demonstrate 

greater variability in model performance under limited seasonal information and highly variable year-to-

year environmental conditions.  

 

Figure 5. Violin plots illustrating the absolute error distribution across cross-validation strategies and 

cumulative growth-stage prediction windows. Each violin shows the distribution of fold-level prediction 

errors for a given validation framework and stage window. 

Among the three validation strategies, the LOPO framework demonstrated the strongest 

generalization capability, achieving the overall lowest MAPE of 24.3% during the final prediction window. 

The comparatively strong LOPO performance indicates that the model effectively learned transferable 

weather–yield relationships across varying planting dates when environmental conditions remained within 
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similar location-year distributions. In contrast, the LOYO framework consistently produced the largest 

prediction errors, particularly during the V9-V18 window, where MAE peaked at 3.86 Mg/ha. These 

elevated errors further emphasize the substantial impact of interannual weather variability on field-scale 

yield forecasting and suggest that unusual seasonal stress patterns were more difficult for the model to 

generalize across unseen years. 

3.5 Comparison with Fixed-Interval Weather Data 

 The high-performing LOPO, LOYO, and LOLO (Figure 4) models were compared with fixed 

weekly-interval weather data inputs and were observed to produce reduced model performance (Figure 6). 

Among the fixed-interval models, the LOPO model performed similarly to phenology-based models, but a 

key limitation was its inability to differentiate yield variations among treatment plots sharing the same 

planting date. The fixed-interval LOPO model produced identical yield predictions (plateauing lines) for 

the same planting date treatments within a given year and location, despite actual agronomic variability 

across plots. This is because weather inputs under the fixed-interval are spatially uniform, as they are 

recorded from a single station per field and therefore cannot capture within-field variability present across 

the same planting date treatment plots. However, phenology-based temporal aggregation inherently 

accounts for the effect of management practices, soil properties, and localized environmental conditions on 

corn growth by aggregating weather data by corn developmental stages. As a result, two treatment plots 

with divergent growth development will receive distinct weather feature sets, enabling the model to resolve 

yield differences that fixed-interval inputs cannot distinguish. These findings emphasize that phenology-

based weather input can be a biologically necessary framework for accurately modeling within-field 

variability in corn yield. 
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Figure 6. Observed vs. predicted yield using fixed-interval weather data for the best-performing 

configuration within (a) LOPO, (b) LOLO, and (c) LOYO cross-validation strategies. 

3.6 Comparison with Existing In-Season Yield Studies 

The current study extends previous foundational in-season corn yield forecasting work by Waltz et 

al. (2024), which integrated phenology-aligned weather aggregation with an LSTM model at the field scale. 

Waltz et al. (2024) demonstrated the potential of growth-stage-based weather aggregation using a single-

year dataset and a LOPO framework, achieving an MAE of 1.42 Mg/ha with all-stage weather data [11]. 

Although our study achieved a slightly higher average MAE (2.14 Mg/ha), the developed LOPO models 

incorporated substantially greater environmental variability by including multiple years, locations, hybrids, 

and planting-date treatments. Consequently, the current framework provides a more rigorous evaluation of 

model robustness and transferability across varying agronomic and environmental conditions. 

Several large-scale studies have reported strong yield prediction performance using weather-driven 

deep learning frameworks. For example, Liu et al. (2022) applied an attention-based LSTM to county-level 

maize (i.e. corn) yield prediction across the U.S. Corn Belt, explaining 73% of spatiotemporal yield 

variation on a leave-one-year-out basis [7], using decades of historical county-level datasets. Similarly, 

Khaki et al. (2019) used a CNN-RNN framework to forecast corn and soybean yields across 13 Corn Belt 

states using multi-decade records, achieving an RMSE of 9% of the mean yield for both crops [12]. While 
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these studies achieved strong regional-scale performance, they relied on aggregated environmental 

conditions over broad geographic areas and extensive long-term datasets. In contrast, this study focused on 

field-scale forecasting using biologically aligned weather inputs derived from experimentally managed 

research plots, where localized environmental variability and management effects are substantially greater. 

For instance, the average corn yield across the sites in this study was 10.62 Mg/ha, and the best performing 

model achieved an MAE of 2.14 Mg/ha, corresponding to a relative error of approximately 20.2%. Despite 

the increased variability inherent to field-scale datasets and the more rigorous in-season forecasting 

objective, this level of performance is comparable to many previously reported regional-scale yield 

prediction studies. 

Most comparable to the framework of this study, Shook et al. (2021) applied an attention-based 

LSTM for soybean yield prediction using weekly meteorological data and achieved an MAE of 0.39 Mg/ha 

across more than 100,000 observations [8]. Although this error appears substantially lower in absolute 

terms, soybean yields are typically much lower than corn yields. Consequently, their reported error 

corresponds to an approximate relative error of 10–12%, which is close to the relative performance achieved 

in the current study. 

4. Future Works 

Future research should focus on improving both the scalability and environmental robustness of 

the proposed framework. Although the current approach demonstrated strong potential for in-season corn 

yield forecasting, it relies on manually observed ground-truth corn growth stages as model inputs. To 

enhance operational practicality and reduce dependence on field-based observations, future work should 

integrate automated crop growth-stage detection using drone or satellite imagery [13,14]. Incorporating 

automated phenology estimation into the workflow would enable a more scalable, fully operational 

forecasting pipeline for real-time precision agriculture applications.  

While weather variables provide critical information about crop growth, additional improvements 

in yield estimation are expected through the integration of multi-source datasets, including remotely sensed 
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imagery (from drones and satellites), soil properties, topographic variables, and historical management 

information. High-resolution multispectral imagery acquired with small Unmanned Aerial Systems (sUAS) 

can provide complementary information on canopy vigor, chlorophyll content, biomass accumulation, and 

crop stress that may not be fully captured by weather variables alone. Such information could substantially 

improve prediction performance during early and mid-season stages when yield uncertainty remains 

relatively high.  

5. Conclusions 

This study developed a phenology-aware framework for field-scale in-season corn yield prediction by 

aligning weather variables with observed crop development stages and integrating them into an attention-

based Bi-LSTM model. GDD, precipitation, and PAR were aggregated across developmental stages from 

emergence (VE) through late reproductive development and used to forecast corn yield at five critical 

management windows spanning vegetative through reproductive growth. Three cross-validation strategies, 

including LOPO, LOLO, and LOYO, were assessed to evaluate model robustness and generalizability 

across unseen environmental and management conditions. Across all validation frameworks, prediction 

accuracy improved as additional stage-wise weather information became available, highlighting the 

importance of cumulative physiological and environmental information for yield formation. The strongest 

performance was achieved under the LOPO framework with an average MAE of 2.14 Mg/ha during R5 

prediction window (Stage 0-16).  In contrast, LOLO and particularly LOYO posed greater challenges due 

to increased spatial and interannual variability in weather and yield responses. However, even under the 

rigorous LOYO scheme, late-season predictions remained robust with an MAE of 3.29 Mg/ha. Integration 

of automated growth-stage detection, remote sensing datasets, and additional biophysical variables into the 

framework may further improve forecasting robustness and scalability across broader production 

environments. Overall, the proposed framework highlights the potential of integrating crop phenology with 

attention-based deep learning to improve the robustness, interpretability, and real-world applicability of 

field-scale yield forecasting systems. 
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